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Artificial intelligence (Al) is increasingly used in cybersecurity to identify unusual
patterns, detect complex attacks, and support responses to emerging threats.
However, the limited transparency of many Al-powered security systems raises
concerns about trust, accountability, and reliability in security operations.
Explainable artificial intelligence (XAI) seeks to make Al-generated predictions
and decisions more understandable to human users. Its usefulness depends on the
fidelity, clarity, and security of the explanations it provides. This paper examines
how XAI may support trust and transparency in Al-driven cybersecurity threat
detection and considers its relationship with predictive accuracy and human
decision-making. The study adopts a qualitative, interpretivist, exploratory, and
documentary approach based on secondary evidence, including previous research,
cybersecurity standards, technical publications, and relevant institutional reports.
Thematic analysis is used to identify recurring patterns, conceptual relationships,
implementation challenges, and governance implications. Five interconnected
dimensions are examined: (1) the interpretability of threat-detection decisions; (2)
informed trust and human oversight; (3) false-positive and false-negative detection;
(4) complex and evolving cyber threats; and (5) governance concerns involving
explanation fidelity, privacy, adversarial manipulation, and model complexity. A
central finding is that explainability does not necessarily improve predictive
accuracy or cybersecurity performance. Rather, it can give security analysts greater
insight into system outputs, helping them assess automated recommendations and
make informed decisions within appropriate operational and governance limits. The
study offers a conceptual framework for understanding how humans and Al can
work together in cybersecurity threat detection and how Al can be governed and
used responsibly. It concludes that explainability should be combined with
comprehensive security assessments, privacy safeguards, and meaningful human
oversight to support more transparent, trustworthy, and reliable cybersecurity
systems.

Introduction

As digital infrastructures become more complex and interconnected, and cyber threats become increasingly sophisticated, reliable and
adaptable cybersecurity mechanisms are becoming more critical. Artificial intelligence (Al) and machine learning (ML) are increasingly
used in cybersecurity to identify suspicious activities, detect anomalous network behaviour, classify malicious software, and support
intrusion detection. These technologies can help security professionals identify patterns that may not be readily apparent through rule-
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based approaches. However, their performance depends on data quality, model design, the nature of emerging threats, and the conditions
in which they are used. Al can enhance cybersecurity, but it should not replace traditional security measures or professional expertise.
In this context, explainable artificial intelligence (XAIl) has attracted considerable academic attention because it addresses a key
challenge associated with sophisticated Al models: understanding the processes underlying automated decision-making (Charmet et al.,
2022; Ferrag et al., 2023).

Al-powered cybersecurity extends beyond threat detection and network classification to the use of intelligent systems in broader security
operations. Security analysts need to understand why an activity has been flagged, whether it represents a genuine threat, and whether a
response is necessary. These responsibilities become particularly challenging when systems generate large numbers of alerts or operate
in environments where attack techniques change rapidly. False-positive alerts can consume investigative resources, disrupt normal
workflows, and contribute to alert fatigue; false negatives can allow malicious activity to go undetected. Although Al algorithms may
identify potentially harmful behaviour, an alert stating only that a threat has been detected does not explain the evidence behind that
conclusion. Effective cybersecurity therefore requires more than predictive performance. It also depends on the comprehensibility of
supporting information, human review, and confidence in the reliability of system outputs. In cybersecurity, explainability concerns the
interpretability of Al-based systems' automated decisions and the security of the mechanisms used to generate explanations (Charmet et
al., 2022; Ferrag et al., 2023).

Many machine-learning models, particularly deep neural networks, operate as “black boxes”: they may identify relationships among
input features without making those relationships readily understandable to users. In cybersecurity, analysts must determine whether an
alert represents a meaningful threat signal, an unusual but legitimate activity, a data-quality problem, or an unintended combination of
features. Such uncertainty can complicate incident analysis and information sharing, while making accountability for Al-assisted
decisions more difficult to establish. Pawlicki et al. (2024) discuss technical and operational challenges associated with explainability
in intrusion detection. Charmet et al. (2022) similarly examine the applications and limitations of XAl in cybersecurity. Together, these
contributions highlight the need to consider the interpretability of security decisions alongside the reliability and security of the
mechanisms that generate explanations.

Explainable artificial intelligence (XAl) refers to a family of techniques and approaches intended to make Al-generated predictions,
classifications, and decisions more understandable to people. Its purpose is not simply to provide more information about a model, but
to offer insight into the factors or reasoning associated with a particular output. The National Institute of Standards and Technology
(NIST) report by Phillips et al. (2021) outlines principles concerning the evidence supporting explanations, users' understanding of those
explanations, their faithfulness to the system's decision-making process, and the conditions under which the system operates. These
principles are particularly important in cybersecurity: explanations should be understandable without misrepresenting the underlying
model or creating unjustified confidence in its results. XAl therefore offers conceptual and technical approaches that security
professionals can use to interpret automated threat assessments and judge their suitability for operational use.

XAl methods can broadly be divided into two categories: inherently interpretable models and post-hoc explanation methods. Decision
trees and rule-based systems are examples of models whose decision processes may be relatively understandable to users. Post-hoc
methods, by contrast, seek to explain the outputs of models that are not inherently easy to interpret. Local Interpretable Model-Agnostic
Explanations (LIME) and SHapley Additive exPlanations (SHAP) can highlight features associated with a particular prediction or
patterns in a model's outputs (Pawlicki et al., 2024). In cybersecurity, these techniques may be used to examine network traffic,
investigate unusual user activity, and analyse events considered suspicious. However, an explanation generated after a prediction should
not be treated as a complete description of the model's internal decision process. Its usefulness depends on the method, the model, the
quality of the underlying data, and the question the explanation is intended to address (Charmet et al., 2022).

The relationship between explainability and trust is another important aspect of Al-powered cybersecurity. Security professionals must
be able to assess automated recommendations, decide whether to escalate alerts, and determine when human intervention is necessary.
Clear explanations may support communication among technical analysts, security managers, and other organizational stakeholders.
However, trust should not mean simply accepting an Al system's outputs. An explanation may appear convincing while remaining
incomplete, unstable, or inaccurate in representing the model's behaviour. Phillips et al. (2021) emphasize that an explanation should
accurately reflect the process by which an Al system produces its output. This distinction separates genuine transparency from
explanations that merely sound persuasive. The NIST Al Risk Management Framework provides broader guidance for managing Al
trustworthiness throughout design, deployment, use, and evaluation (NIST, 2023). In this context, the purpose of explainability is to
support appropriately calibrated trust, human oversight, and critical evaluation of Al-generated outputs.

The relationship between XAl and detection accuracy must also be considered carefully. Predictive accuracy concerns the correctness
of a model's predictions, whereas explainability concerns the extent to which the reasons or factors behind those predictions can be
understood. These dimensions are related but not interchangeable. An interpretable model may still misclassify events, while a model
with strong predictive performance may produce explanations that are difficult to understand or evaluate. XAl may be useful when
analysts need to verify an automated classification, investigate conflicting features, or examine a false-positive or false-negative result.
However, an explanation alone cannot establish whether a model is accurate or whether its use improves an organization's security.
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Existing research raises questions about the evaluation and trustworthiness of explanation methods and their applications (Charmet et
al., 2022; Pawlicki et al., 2024). XAl should therefore be assessed as a potential aid to security decision-making, not as proof that
detection performance has improved.

Privacy, adversarial security, and the complexity and evolution of cyber threats create further challenges for explainability.
Cybersecurity data may reveal network patterns, user behaviour, system configurations, or organizational practices. Explanations that
disclose too much information may therefore create privacy or security risks, particularly if they are accessible to unauthorized parties.
In addition, attackers may exploit knowledge of a detection system or manipulate its inputs to influence its predictions. Explanation
mechanisms can also increase computational demands or produce inconsistent explanations across different conditions. Charmet et al.
(2022) examine security issues associated with XAl techniques, while Pawlicki et al. (2024) discuss broader challenges in explainable
intrusion detection. These concerns suggest that explanations should be evaluated in terms of clarity, fidelity, consistency, privacy
protection, adversarial robustness, and operational suitability. The central challenge is to provide meaningful information about Al-
generated security decisions without creating vulnerabilities or weakening detection capabilities.

Although substantial research has examined XAl techniques and their potential cybersecurity applications, important questions remain
about their practical use. Charmet et al. (2022) review explainability in cybersecurity tasks and the security of XAl methods, while
Ferrag et al. (2023) survey explainable Al approaches from a cybersecurity perspective. Pawlicki et al. (2024) also discuss challenges
associated with XAl. These contributions provide a basis for examining technical interpretability alongside human trust, transparency,
reliability, and accountability. The present study does not assume that previous research has ignored these relationships. Instead, it brings
relevant issues together in a qualitative discussion, focusing on their theoretical connections, practical implications, and unresolved
tensions. It treats explainability not merely as an additional technical feature, but as one element of responsible cybersecurity decision-
making.

This study critically examines the role of explainable artificial intelligence in supporting trust, transparency, and responsible
interpretation of Al-powered cybersecurity threat-detection systems. It adopts a qualitative, interpretivist, exploratory, and documentary
research design based on secondary evidence. The analysis draws on existing scholarly literature, relevant cybersecurity standards,
technical publications, and institutional reports to interpret recurring concepts, challenges, opportunities, and governance implications.
The study is guided by the following questions: What challenges arise when Al is used for cybersecurity threat detection? How can XAl
support the interpretation of cyber-threat detection decisions? Which aspects of XAl remain insufficiently explored? How are
explainability, security, and human oversight related in cybersecurity? What implications does XAl have for detection accuracy,
reliability, false positives, and false negatives? Finally, what technical, ethical, operational, and governance issues constrain the
implementation of explainable cybersecurity systems?

The study addresses four objectives: (1) to conceptualize the use of XAl in interpreting cybersecurity threats; (2) to critically analyse
the relationship between XAl, trust, transparency, and human oversight; (3) to examine explanations as tools for interpreting threats in
relation to detection accuracy and reliability, without assuming that detection performance improves; and (4) to investigate the technical,
ethical, operational, and governance challenges associated with explainable security systems. Through documentary analysis and
thematic interpretation, the study seeks to clarify these dimensions and their implications for responsible cybersecurity practice.

The significance of this study lies in its effort to connect the technical, human, and organizational dimensions of XAl with the needs of
cybersecurity decision-making. It provides a conceptual basis for understanding how Al-assisted threat identification can be interpreted,
evaluated, and used responsibly. The discussion is relevant to cybersecurity analysts, system architects, organizational decision-makers,
and policymakers concerned with the responsible use of Al in security operations. The study does not present experimental results or
validate a specific model; instead, it synthesizes documentary evidence about the potential capabilities and limitations of XAl. It
recommends integrating explainability with security evaluation, privacy protection, adversarial-risk management, and human
intervention. This measured approach recognizes the potential of XAl to support transparency and trust without overstating its
contribution to threat-detection performance.

Literature Review
The Conceptual Foundation and Evolution of Explainable Artificial Intelligence (XAl)

The increasing complexity of machine-learning systems and the difficulty of understanding their outputs have contributed to the
emergence of explainable artificial intelligence (XAI) as a research area. As Al is used more widely in domains such as cybersecurity,
understanding how a model arrives at a prediction becomes important to assessing its usefulness, reliability, and suitability for
operational decisions. In cybersecurity, explainability may inform incident prioritization, threat investigation, and defensive action. The
conceptual framework of XAl must, however, distinguish among several related but different concepts. Interpretability concerns how
readily a model's structure or behaviour can be understood, while explainability concerns the methods used to communicate or justify
an Al output. Transparency involves visibility into a system's design, operation, limitations, and decision-making. Accountability
concerns responsibility for decisions and outcomes, while trustworthiness encompasses reliability, safety, security, and appropriate
human oversight.
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The principles described by the National Institute of Standards and Technology (NIST) provide a useful introduction. Phillips et al.
(2021) identify four principles of explainable Al: (1) an explanation should provide evidence or reasons for an output; (2) it should be
understandable to its intended audience; (3) it should accurately reflect the system's decision-making process; and (4) it should operate
within the system's knowledge limits and stated conditions. These principles show that explainability involves more than making an
algorithm's output visually accessible. An explanation should be understandable and provide a reasonably faithful account of the process
it describes. This distinction is particularly important in cybersecurity: a misleading threat alert may send an incident-response team in
the wrong direction or create complacency when an alert is incorrectly dismissed.

XAl literature commonly distinguishes between inherently interpretable models and post-hoc explanation methods. Inherently
interpretable models, such as decision trees, can offer relatively direct insight into how decisions are made. When a model is difficult to
interpret, post-hoc techniques may be used to explain its predictions. LIME (Ribeiro et al., 2016) uses a locally approximating model to
explain an individual prediction. Lundberg and Lee (2017) introduced SHAP, a framework that attributes a prediction to input features
using Shapley values. Both methods have been applied to explanation tasks involving complex machine-learning models, including
cybersecurity applications.

These methods also have limitations. A local explanation may not represent model behaviour in other cases, and feature attribution
cannot establish causal relationships or reveal the entire decision-making process. The importance assigned to a feature should therefore
not be treated as proof that the feature caused a malicious classification. Charmet et al. (2022) explain that XAl methods in cybersecurity
should be evaluated in relation to the models and security tasks for which they are used. Explainability is therefore not a single property;
it involves several qualities, including fidelity to the model, coverage, understandability, and suitability for the intended task.

Al and machine-learning tools are widely studied in cybersecurity because they can help analyse large volumes of network traffic,
system events, and other complex security data. Their applications include intrusion detection, malware identification, phishing
detection, anomaly recognition, and network-traffic classification. Traditional rule-based security methods can recognize known patterns
and enforce predefined policies. Machine-learning methods can also identify statistical relationships and patterns that may not have been
specified in advance through manually written rules. Deep-learning techniques extend these capabilities by learning complex
representations from data, although their suitability depends on the task, available information, and deployment environment.

Despite advances in Al-based detection, longstanding cybersecurity challenges remain unresolved. Threat behaviour changes, legitimate
activity may resemble malicious activity, and threat information may be incomplete, noisy, or unrepresentative. Differences in network
configurations, user behaviour, software, and attack strategies can also limit the transferability of models between environments. Class
imbalance and the absence of examples of emerging attacks may further complicate performance evaluation. These limitations
demonstrate why published detection results should be evaluated independently rather than treated as evidence of general superiority.

Ferrag et al. (2023) survey explainable Al in cybersecurity, categorizing threats, security concerns, explanation approaches, and
outstanding challenges. Zhang et al. (2022) provide an overview of research on XAl applications in cybersecurity and demonstrate the
range of tasks in which interpretability has become relevant. Explainability is therefore not limited to one detection method or security
application. However, an explanation technique suitable for one task may not be appropriate for another. For example, explaining an
anomalous network connection may require different contextual information from explaining a suspicious user login or a malware
classification.

An Al-driven security system may generate alerts without providing enough information for analysts to determine why an event is
suspicious or how urgently it should be investigated. False positives can increase investigators' workloads and contribute to alert fatigue,
while false negatives can allow malicious activity to remain undetected. Although accuracy remains important when evaluating detection
systems, operational reliability also depends on the quality of the evidence, the relevance of alerts to the security context, and analysts'
ability to assess system outputs. The literature therefore supports integrating explainability with predictive performance and established
security requirements rather than treating it as a replacement for them.

Using Explainable Al in Cybersecurity Threat Detection

Research on XAl in cybersecurity examines how the outputs of security systems can be explained to analysts. In intrusion detection,
explanations may identify features associated with a suspicious classification and help analysts investigate why a network event was
flagged. In malware analysis, explanation techniques may highlight model features associated with a classification. In phishing detection
and anomaly identification, explanations may indicate which attributes contributed to a prediction. These applications illustrate how
XAl can connect automated classification with human investigation. Their usefulness depends, however, on whether the identified
features are meaningful in the security domain under consideration.

Charmet et al. (2022) provide an overview of XAl in cybersecurity and highlight challenges involving the interpretability and security
of Al-powered solutions. Their discussion forms part of a broader effort to understand how people interpret security-related predictions
and which explanations may support that process. Zhang et al. (2022) examine the development of explainability in cybersecurity
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applications, while Ferrag et al. (2023) classify the literature according to cybersecurity threats, explanation methods, and limitations of
existing approaches. Together, these contributions provide a foundation for studying XAl in threat detection.

An important distinction concerns local and global explanations. Local explanations address an individual prediction, such as why a
particular network event was classified as suspicious. Global explanations describe model behaviour at a broader level, for example by
identifying features that commonly influence predictions. Both forms can support security analysis, but neither independently establishes
model reliability. A local explanation may help with an immediate investigation, whereas a global explanation may provide broader
insight into model behaviour without explaining every individual incident.

The literature also identifies challenges in making explanations useful to different audiences. A machine-learning specialist may
understand a technical feature name or attribution score, while a security analyst may find it difficult to translate that information into
an operational response. Conversely, simplifying an explanation may conceal technical details or uncertainty. Pawlicki et al. (2024)
discuss these challenges in the development and implementation of XAl. Their analysis reinforces the need to consider the intended
user, security task, and operational context when designing explanations.

Another issue concerns the relationship between an explanation and the model it describes. Post-hoc explanations can be useful without
providing an exhaustive or fully accurate account of the model's decision-making process. Explanations may also be unstable if small
changes in the input produce substantially different results. In addition, changes in attack patterns or operating conditions may make
explanations produced during an earlier evaluation less informative. XAl methods should therefore be evaluated for fidelity, stability,
relevance, comprehensibility, and usefulness in relation to the specific cybersecurity decisions they are intended to support.

Conceptual Framework of Explainable Artificial Intelligence for Cybersecurity Threat Detection

Cybersecurity Threat Al-Driven Threat Explainable Al Human- Security
o Environment i e Mechanisms o Understandable e Interpretation and
Explanations Response

Network intrusions

Malware and suspicious
activities

Anomalous netwoark traffic

Unauthorized access and
emerging cyber threats

Machine learning-based
detection

Deep learning-based

—» detection

Anomaly detection

Classification and threat-
risk identification

—»

Intrinsically
interpretable models

Examples where relevant:
interpretable decision rules

Past-hoc
explanation methods

Examples where relevant
feature attribution,
local explanations,
global explanations

Suitability varies by
cybersecurity task and context

Which features or
behaviors influenced a
detection decision

Why an activity was
classified as suspicious

Which factors contributed
to a risk assessment

What limitations or
uncertainties may affect
interpretation

—»

Analyst interpretation

Investigation and
verification

Informed threat-response
decisions

Human oversight and
accountability

Continuous review of
detection decisions

Feedback loop: analyst review may inform detection-system evaluation and engoing improvement (not guaranteed automatic fearning)

Cross-Cutting Considerations Influencing the Framework {(context-dependent; not guaranteed outcomes)

Robustness against
adversarial
manipulation

Human oversight and
governance

Detection
reliability

Trust and
transparency

Interpretability and

usability Privacy and security

Explainability, Trust, Transparency, and Human Oversight

Explainability and trust are important to the responsible use of Al in cybersecurity. Security analysts need to assess whether Al-generated
alerts are genuine, whether the supporting information is adequate, and whether a suggested action is appropriate. Explanations may
help identify factors associated with a machine-generated classification and provide a basis for further investigation. Trust, however,
should reflect the demonstrated capabilities and limitations of a system rather than follow automatically from the presence of an
explanation.

Phillips et al. (2021) emphasize the importance of clear and understandable explanations. Tabassi (2023), by contrast, places Al
trustworthiness within a broader framework for identifying, assessing, and managing risks throughout an Al system's lifecycle, as
described inthe NIST Al Risk Management Framework. These perspectives are related but distinct: the former focuses on explainability,
while the latter addresses Al risk management more broadly. In cybersecurity, they suggest that explanations should be considered
alongside system reliability, security, uncertainty, and the organizational processes through which Al-assisted decisions are reviewed.

328



Journal of Global Social Transformation | 2(11), 324-344, 2026

The literature also highlights the risk of over-reliance on automated recommendations and the importance of justified trust. An analyst
may accept a model's output because its explanation appears plausible, even when that explanation is incomplete or incorrect. This can
result in automation bias, in which automated recommendations are treated as more reliable than the available evidence warrants.
Conversely, highly technical or ambiguous explanations may lead users to disregard potentially useful outputs. Trust should therefore
be calibrated to what the system can demonstrate, its known limitations, and the quality of the available information.

Human oversight is essential. Al-generated explanations may inform an investigation, but analysts remain responsible for interpreting
the information, questioning doubtful classifications, and deciding what action to take. Oversight requires more than permission to
approve an automated decision. Reviewers need sufficient knowledge, authority, time, and access to relevant information to challenge
the system when necessary. The relationship between XAl and human judgement is therefore sociotechnical, involving algorithms,
users, organizational processes, and security objectives.

Transparency has several dimensions. Model-level transparency concerns how a system functions; explanation-level transparency
concerns the reasons provided for specific outputs; operational transparency concerns how outputs are incorporated into security
workflows; and institutional transparency concerns responsibility for decisions and actions based on those outputs. Structured
management is also important for establishing and continually improving an organization's use of Al, as reflected in responsible Al
management standards (International Organization for Standardization [ISO], 2023). However, governance standards alone do not
demonstrate that an explanation is faithful or that a threat-detection model is effective. Technical and institutional safeguards should be
considered together.

It is important to distinguish explainability from predictive accuracy. Accuracy concerns how often predictions are correct under
specified evaluation conditions, whereas explainability concerns how well the factors or processes behind a prediction can be
understood. An accurate model need not be interpretable, and an interpretable model may still make incorrect predictions. An explanation
should therefore not be treated as proof that a threat classification is correct or that one security system is superior to another.

XAI may support investigations of false positives and false negatives. When legitimate activity is incorrectly classified as malicious, an
explanation may help analysts examine the alert's features and determine whether the classification reflects a misleading pattern. When
a threat is missed, information about model outputs may help technical teams identify gaps in the model's features or decision process.
However, explanations generated for predictions do not automatically explain events that the system failed to flag. Missed threats may
require alternative evidence, analytical methods, and investigation of system blind spots.

The distinction between explanation quality and system performance is important when interpreting published studies. Charmet et al.
(2022), Ferrag et al. (2023), and Pawlicki et al. (2024) discuss different aspects of XAl in cybersecurity, including applicability and
implementation challenges. Their work can inform future assessments of explanation quality as a distinct dimension of security-system
evaluation. However, the use of explanation methods does not by itself demonstrate that analysts make fewer errors, investigate alerts
more quickly, or interpret results more accurately. Such claims require appropriate operational or experimental evidence.

Reliability concerns the consistency and dependability of a system's performance under the operating conditions for which it is intended.
A security system should perform appropriately in those conditions, provide explanations that are sufficiently supported, and
communicate uncertainty where necessary. The fidelity, stability, and consistency of explanations, their comprehensibility, and their
computational feasibility are therefore important evaluation criteria. An explanation method that poorly represents the model's behaviour
may be unsuitable for consequential security decisions. Similarly, explanations that arrive too late or require excessive analyst time may
have limited operational value.

The relationship between complex and interpretable models adds further complexity. Models capable of representing intricate patterns
may be difficult to understand, whereas simpler models may be easier to interpret but may not capture all relevant patterns in a particular
security context. The choice is not simply between accuracy and transparency; it depends on the intended use, the consequences of
errors, the available contextual evidence, and organizational needs. XAl should therefore form part of a broader security-assurance
approach that considers predictive performance, operational suitability, uncertainty, and human review.

One of the major challenges in developing and implementing XAl in cybersecurity is explanation fidelity. Useful explanations should
accurately represent the model behaviour they are intended to describe. Feature-attribution techniques can identify attributes associated
with a prediction, but these associations should not be interpreted as evidence of causation. If an analyst receives an approximate
explanation rather than a faithful account of the model's reasoning, the analyst may draw incorrect conclusions about a threat or overlook
weaknesses in the detection process. Phillips et al. (2021) identify fidelity as a key component of explainability, not an optional feature.

Adversarial security presents a related challenge. Malicious actors may deliberately alter inputs, exploit weaknesses in an environment,
or change their behaviour in response to security measures. Explanation methods may themselves be manipulated or may disclose
information that helps an adversary understand a detection system. Charmet et al. (2022) and Pawlicki et al. (2024) discuss security
issues associated with XAl and intrusion detection, emphasizing the importance of considering explanations within the system's threat
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model. XAl should therefore be assessed both for its usefulness to authorized analysts and for the risks arising from disclosure,
manipulation, or misinterpretation.

Confidentiality and privacy are also essential. Security information may include sensitive network details, user activity, system
configurations, and defensive infrastructure. Some explanation methods may reveal information that should remain confidential.
Responsible implementation therefore requires decisions about access control, data minimization, disclosure, and the intended recipients
of explanations. Not every user or situation requires the same level of technical detail.

Concept drift and changing threats create additional difficulties. Patterns learned by a model may lose their relevance when network
infrastructure, software, user practices, or attack methods change. Under new conditions, explanations based on earlier behaviour may
become less useful. Systems and their explanations should therefore be tested continuously to determine whether they remain appropriate
for their intended uses. Explainability is not a one-time task completed during model development.

Operational constraints also affect adoption. More detailed explanations may require greater computational resources, increase response
times, and create information overload unless the detail contributes to an investigation. A security specialist may need more technical
information than a manager responsible for escalating incidents or overseeing organizational risk. Explanation design should therefore
account for users' expertise, need for timely action, available resources, and decision-making authority. The quality of an explanation
should be assessed in relation to the task it supports, not solely by its technical detail.

Governance and accountability remain unresolved challenges. Organizations need protocols specifying who reviews Al-generated alerts,
how disagreements with Al recommendations are handled, and how decisions are documented. The NIST Al Risk Management
Framework emphasizes identifying and managing Al risks within an organization and throughout the system lifecycle (Tabassi, 2023).
ISO/IEC 42001:2023 also provides a framework for establishing and continually improving Al management systems. These resources
can support governance, but their effectiveness depends on implementation, institutionalization, and context-specific review and
oversight.

Literature Synthesis of Explainable Al in Cybersecurity: Benefits, Challenges, and Research Priorities

o Potential Benefits o Technical and Operational Challenges
Potential benefits, not universally established outcomes

I Camplexity of modern Al models
Greater visibility inta Al-generated decisions

| Trade-offs between explainability and predictive

Improved interpretability of threat alerts performance

Limited scalability in complex security
environments

More informed human-Al collabaration I Difficulties interpreting high-wolume alerts

Potential support for accountability and
auditability

| Support for analyst investigation

Variability across explanation techniques and
contexts

Explainable Al for

Cybersecurity

Threat Detection Research and Implementation Priorities

e Trust, Reliability, and Responsible Use

Areas requiring further

Explanation is £ 1 Evidence that it is accurate,
provided faithful, and useful '

Cantext-sensitive evaluation of explanation

quality

I Faithfulness and consistency of explanations ;
Evaluation of explanation usefulness for security

l Human understanding and usability analysts

I False-positive and false-negative Implications
conditions

I Privacy and sensitive security information
Privacy-preserving and adversarially robust XAl
| Adversarial manipulation and explanation

vulnerability Transparent reparting and reproducible evaluation

I Assessment of reliability under changing threat
| Responsible governance and practical integration

I Human oversight and accountability

Synthesis Pathway

{ Literature Evidence

—’{ Critical Comparison

Benefits and Identified Research Evidence-Informed
Limitations Needs Recommendations

Qualitative, documentary review of secondary evidence; not an experiment or a quantitative meta-analysis.

Theoretical Concepts and Perspectives

Three complementary perspectives help explain how XAl may support cybersecurity threat detection: (1) trustworthy Al governance,
(2) calibrated human—Al trust, and (3) sociotechnical systems thinking. These perspectives are useful because explainability is not
determined solely by the properties of an algorithm. It also depends on the available data, the role of the user, and the organizational
context in which Al-supported decisions are made.
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The responsible-Al perspective emphasizes reliability, transparency, accountability, safety, and risk management. Tabassi (2023)
explains that the NIST Al Risk Management Framework provides guidance for assessing and mitigating risks throughout the Al system
lifecycle. Similarly, ISO/IEC 42001:2023 provides a framework for managing Al systems within organizations. These sources provide
a foundation for considering explainability within broader governance arrangements. XAl is not a complete solution to cybersecurity
threats; it is one component of a wider strategy for responsible Al use. Its value depends on whether explanations appropriately support
evaluation, risk management, and accountability.

The human-Al interaction perspective emphasizes users' judgements and experiences of Al recommendations. Cybersecurity analysts
must interpret explanations in light of their expertise, the available evidence, and the possible consequences of error. An explanation
that is technically correct but too complex, or that does not address the analyst's immediate question, may have little practical value. The
opposite risk also exists: an overly simple explanation may conceal important limitations. It is therefore useful to consider whether
explanations support informed judgement or encourage uncritical acceptance, a distinction captured by the concept of calibrated trust.

Sociotechnical systems thinking considers cybersecurity outcomes to arise from interactions among technical systems, people,
procedures, and operating environments. From this perspective, it is not enough to examine the explanation generated by an XAl system.
Researchers must also consider how explanations are used in incident response, how analysts can challenge automated classifications,
and who is responsible for the consequences of decisions. These perspectives inform the present study's interpretation of explanation
quality, human understanding, operational reliability, and institutional accountability.

Research Gap and Critical Synthesis

The reviewed literature establishes XAl as an active and developing area of cybersecurity research. Charmet et al. (2022), Zhang et al.
(2022), and Ferrag et al. (2023) examine explanation methods and cybersecurity applications, while Pawlicki et al. (2024) discuss
challenges in explainable intrusion detection. This work shows that the debate has moved beyond whether Al outputs should be
explainable to questions about the quality, security, utility, and limitations of explanations. The present study does not claim that XAl
in cybersecurity is unexplored. Instead, it examines how established technical discussions relate to human, organizational, and
governance considerations in responsible security decision-making.

The first issue concerns the relationship between explanation quality and predictive accuracy. Techniques are available for explaining
complex model outputs, but there is no guarantee that an explanation is correct or that the prediction itself is correct. Likewise, a correct
prediction does not mean that security professionals understand how the model reached its decision. This distinction supports an
integrated approach in which interpretability, accuracy, reliability, and operational usefulness are treated as analytically distinct but
related dimensions. Without this distinction, claims about XAl may incorrectly imply that better understanding of a threat necessarily
leads to better threat detection.

The second issue concerns explainability and justified trust. Technical explanations may help analysts examine alerts, but their
usefulness depends on fidelity, comprehensibility, uncertainty, and context of use. A persuasive explanation may still be inadequate,
while a highly technical explanation may be difficult to translate into a security response. Principles of explainability and responsible
Al can help address these problems, but they must be considered alongside the analyst's role, organizational processes, and the
consequences of security failures. The research question therefore extends beyond whether an Al system can provide explanations to
whether those explanations support appropriate human judgement and accountability.

The third issue concerns the relationship between explanation mechanisms and operational environments. The usefulness of XAl may
be affected by privacy risks, adversarial manipulation, evolving threat patterns, computational limitations, and the retrospective nature
of some explanations. These concerns are interconnected. For example, a more detailed explanation may help an analyst in the short
term but could disclose confidential information about defensive processes. Similarly, an explanation method suitable for one threat
scenario may need to be reassessed for another. These issues support a holistic view of XAl within cybersecurity and governance.

The study seeks to contribute an integrated conceptual understanding of these issues. Previous reviews have focused on XAl techniques,
cybersecurity use cases, or technical challenges. The present study brings together explanation fidelity, calibrated trust, detection
reliability, human oversight, operational constraints, and institutional accountability in a qualitative documentary synthesis. It does not
claim that these issues have never been studied. Rather, it seeks to provide a structured understanding of how they relate to one another
and what those relationships mean for the responsible use of Al in threat detection.

A qualitative, interpretivist, exploratory, and documentary approach is appropriate because the study examines concepts, arguments,
limitations, and governance implications rather than experimentally measuring the performance of a particular model. It seeks to clarify
when explainability may support the interpretation of cybersecurity decisions, when it may be less useful, and why it must be combined
with technical assessment and human oversight. This provides the conceptual foundation for the methodology and analysis and supports
a balanced assessment of XAl's potential contribution to trustworthy, transparent, and operationally responsible cybersecurity threat
detection.
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Research Methodology
Research Philosophy

This study adopts an interpretivist philosophy to explore the meaning and use of explainable artificial intelligence (XAl) in cybersecurity
threat detection. Interpretivism emphasizes the context, assumptions, and meanings underlying a phenomenon rather than statistical
measurement or experimental testing of causal relationships. This orientation is appropriate because the study examines academic and
institutional discussions concerning explainability, transparency, trust, predictive reliability, human oversight, and responsible Al
governance. These concepts are not treated as isolated technical features; instead, they are considered within the organizational and
operational contexts of cybersecurity. The importance of an explanation may vary according to its technical accuracy, the user's
knowledge, and the consequences of the decision it informs.

Research Design and Approach

The study uses a qualitative, interpretivist, exploratory, and documentary research design based on secondary evidence. The qualitative
approach supports an in-depth examination of existing knowledge, while the exploratory approach helps identify relationships among
concepts discussed across technical, organizational, and governance literature. Documentary research is used to examine published
scholarly studies, cybersecurity standards, technical reports, and relevant institutional documents.

The research design focuses on five areas: explainability and interpretability in cybersecurity; trust, transparency, and human oversight;
detection accuracy and operational reliability; technical, ethical, and adversarial challenges; and responsible Al governance and
implementation. These areas provide an analytical structure rather than predetermined findings. The study includes no primary data
collection, interviews, surveys, experiments, model training, benchmark testing, or statistical analysis. It does not claim that particular
XAl techniques have a causal effect. Instead, it critically discusses the available evidence and the potential benefits and limitations of
explainability in Al-based cybersecurity threat detection.

The study draws on secondary documentary evidence concerning XAl, machine-learning interpretability, cybersecurity threat detection,
trustworthy Al, and responsible security governance. The intended source base includes peer-reviewed journal articles, scholarly
conference papers, established review studies, cybersecurity standards, technical publications, and authoritative institutional or policy
reports. Recent publications are included to reflect developments in XAl, particularly research published between 2020 and 2026. Earlier
foundational publications are included where necessary to explain the concepts and methods discussed.

Document selection is guided by relevance to the research questions, scholarly credibility, conceptual contribution, methodological
transparency, and discussion of the technical or practical implications of explainable cybersecurity systems. Relevant topics include
intrusion detection, malware classification, anomaly detection, explanation fidelity, interpretation of false positives and false negatives,
privacy, adversarial risks, human—Al interaction, and Al governance.

The methodology does not claim that a particular academic database was used unless this can be demonstrated in the research records.
Similarly, it does not report a search date, search string, number of records retrieved, screening total, or final corpus size without
supporting documentation. This avoids presenting undocumented search activities as completed methodological procedures.

Documentary selection and organization

The document-selection process is guided by relevance and credibility. Publications may be included if they address XAl methods,
explainability in cybersecurity, trust and transparency in Al-supported decisions, threat-detection reliability, human oversight, or the
ethics and governance of XAl security systems. Relevant institutional publications and technical standards are also considered where
they provide authoritative guidance on Al risk management, security, or accountability.

Sources are excluded from the analytical discussion when they have no meaningful connection to the research topic, provide insufficient
information for critical interpretation, contain bibliographic details that cannot be verified from available sources, or make claims that
cannot be adequately evaluated. Duplicate records should be identified and treated consistently. These criteria are intended to keep the
evidence relevant and credible while preserving differences in scholarly perspectives and acknowledging source limitations.

These selection criteria describe the methodological principles used to identify evidence; they do not indicate that a formal screening
procedure or systematic-review protocol was followed. The analysis remains dependent on the sources that can be substantiated and on
the scope and quality of the available documentary material.

Data is retrieved and recorded

A structured documentary-extraction approach is used to organize relevant information. For each source, the analytical record includes
bibliographic details, context, research focus, XAl techniques or interpretability approaches discussed, the cybersecurity application,
and claims concerning transparency, trust, predictive performance, and operational reliability. Where relevant, the record also captures
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technical considerations, sensitivity, privacy concerns, vulnerabilities in adversarial environments, human factors, governance issues,
and recommendations for future research.

These categories are not a measurement instrument; they serve as qualitative organizing principles. They can be used to compare
documents and identify shared arguments, disagreements, and unanswered questions. For example, a paper focused on feature attribution
in intrusion detection may be considered alongside research on analyst oversight or explanation fidelity. Such comparisons help connect
technical explanation methods with broader questions about operational usefulness and responsible implementation.

Documentary analysis examines the meaning and implications of published evidence within its original context. It supports the
systematic examination and interpretation of documents, including the identification of meaning, the development of understanding,
and the generation of insights, as described by Bowen (2009). In this study, documentary analysis supports synthesis; it does not assume
that findings from different cybersecurity environments are directly comparable. The study does not claim the use of specialized
qualitative software, an independent coding team, or a formal inter-coder reliability procedure.

Qualitative Thematic Analysis

Thematic analysis is used to interpret the documentary evidence, drawing on the approach described by Braun and Clarke (2006). It
provides a flexible method for identifying and interpreting patterns of meaning in qualitative material. This approach is appropriate
because the study explores conceptual relationships and recurring issues rather than statistical associations across scholarly and
institutional documents.

The analytical process follows six phases. First, the documents are read to become familiar with their issues, contexts, and arguments.
Second, initial codes are developed by identifying passages and concepts relevant to the research questions, including explanation
fidelity, calibrated trust, predictive reliability, human oversight, and security governance. Third, the codes are organized into provisional
themes that capture broader patterns across the evidence. Fourth, the preliminary themes are reviewed against the documents for
coherence, contradictions, and underdeveloped interpretations. Fifth, the themes are refined and labelled according to their analytical
focus. Finally, an interpretive synthesis connects the themes to the study's objectives and the wider academic literature.

The analysis is organized around five thematic areas:

1. Explainability and Interpretability in Cybersecurity: Examines what explanations are and how they may help, or sometimes
hinder, the understanding of threat-detection decisions.

2. Trust, Transparency, and Human Oversight: Explores the relationships among explanations, calibrated trust, analyst
judgement, and accountability.

3. Detection Accuracy and Operational Reliability: Examines how XAl may help explain the limitations of predictions, including
false positives and false negatives.

4. Technical, Ethical, and Adversarial Challenges: Considers explanation fidelity, privacy, changing threats, and potential
manipulation.

5. Responsible Al Governance and Implementation: Examines human oversight, organizational accountability, and governance
arrangements for explainable security systems.

These categories provide a preliminary analytical framework focused on the research questions. They are not presented as final findings;
their scope and boundaries may be refined as the documentary analysis develops. Additional ideas and differing interpretations that
emerge from engagement with the texts may be incorporated. The analysis aims to present documentary evidence transparently and
coherently.

The standards for analytical rigor and trustworthiness include the following:

»  Methodological rigour is supported by checking source details, documenting analytical decisions, comparing scholarly arguments,
and making explicit connections between interpretations and documentary evidence. Credibility is strengthened by drawing on
authoritative publications and peer-reviewed literature while considering contrasting evidence rather than selecting only sources
that support a particular argument.

»  Dependability is addressed through consistent document organization, clear definitions of relevant concepts, and review of
provisional themes. Confirmability is supported by distinguishing claims made by sources from the researcher's interpretations and
reflecting on how prior assumptions about Al explainability may influence analytical judgements. Transferability is addressed by
describing the conceptual domains and cybersecurity contexts to which the interpretations may apply, rather than claiming that
they apply universally.
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» Scholarly research, standards, and institutional reports can provide complementary insights into technical performance,
governance, and organizational responsibilities. However, their different purposes and evidential strengths must be distinguished.
Agreement among sources does not eliminate interpretive bias, and institutional guidance does not constitute empirical validation.
These measures support a more transparent analytical process but do not represent formal external validation, participant validation,
or independent auditing.

Ethical Considerations and Research Limitations

This study analyses existing documentary sources and does not collect data from human participants. Its ethical considerations therefore
concern accurate attribution, responsible interpretation, respect for intellectual property, and fair representation of published arguments
and findings. Sources should be cited correctly, and conclusions should not be overstated or presented as facts when they are not
supported by the evidence. No formal ethics approval is claimed for this study.

The study has several limitations. Published sources may vary in availability, quality, and relevance. Differences in evaluation conditions
and operational environments can make cybersecurity applications difficult to compare directly. Findings may also be affected by rapidly
changing attack techniques and Al technologies. Documentary research may not capture every relevant publication or the experiences
of security practitioners who are not represented in the literature. In addition, the interpretation of documents necessarily depends on
the researcher's analysis and synthesis of the material.

The study does not independently verify the predictive accuracy of an Al model, the causal effectiveness of an XAl technique, or the
claim that explainability improves cybersecurity outcomes. Its findings are based on the available documentary evidence and the scope
of the analysis. Within these limits, the methodology provides a structured basis for critically examining the relationships among
explainability, trust, transparency, detection reliability, human oversight, and responsible governance in Al-based cybersecurity threat
detection.

Figure 1. Research Methodological Framework for Analyzing Explainable Artificial Intelligence in Cyhersecurity Threat Detection
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Findings and Discussion

This section critically analyses the main themes identified through the conceptual framework and documentary material in this
qualitative, interpretivist, and exploratory study. It examines explainable artificial intelligence (XAl) and its application to cybersecurity
threat detection, focusing on the relationships among explainability, interpretation of Al-generated security alerts, trust, predictive
accuracy, operational reliability, and responsible governance. The study does not assume that XAl always improves cybersecurity
outcomes. Instead, it assesses the potential value of explanations and the technical and organizational conditions required for their
effective use. The discussion is organized around five themes: (1) explainability and interpretability; (2) trust, transparency, and human
oversight; (3) detection accuracy and operational reliability; (4) technical, ethical, and adversarial challenges; and (5) responsible Al
governance. These themes provide an analytical lens for examining XAl's role in security decision-making and the limitations that must
be addressed before it can be relied upon in operational environments.
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Theme 1: Explainability and Interpretability in Al-Enabled Cybersecurity Threat Detection

A central point in the literature is that explainability should be treated as a means of examining Al-generated security decisions, not as
evidence that those decisions are correct. Machine-learning systems can identify patterns in network traffic, system events, files, user
behaviour, and other security-related data. Deep-learning models may be useful when relationships among these features are complex,
but their decision processes can be difficult to interpret. This creates a practical challenge: a model may generate a potentially useful
alert without providing enough information for a security professional to understand it. Explainable intrusion-detection systems are
therefore an important research area, although transparency must be considered alongside model performance and other security
requirements (A Systematic Review on the Integration of Explainable Artificial Intelligence in Intrusion Detection Systems, 2025;
Pawlicki et al., 2024).

The distinction between interpretability and explainability helps clarify this issue. Interpretability generally refers to how readily a
model's structure or behaviour can be understood, whereas explainability concerns the explanations provided for a model's outputs.
These concepts are related but are not synonymous in every research context. For an inherently interpretable model, such as a decision
tree with understandable rules, the contribution of features to a classification may be examined directly. A post-hoc method, by contrast,
attempts to explain the behaviour of an already trained model without necessarily changing its structure. Such methods can make
complex models more accessible, but they raise an important question: does the explanation faithfully represent the model's decision
process?

Feature-attribution methods such as SHAP and local surrogate methods such as LIME illustrate both the potential and limitations of
post-hoc explanations. They can provide explanations for individual predictions or estimate model behaviour for a particular instance
(Lundberg & Lee, 2017; Ribeiro et al., 2016). In cybersecurity, this may help analysts investigate an intrusion alert by examining which
traffic characteristics, event patterns, or other model inputs contributed to the classification. A local explanation may be useful when
investigating one suspicious event, while a global explanation may help a technical team examine broader patterns in model behaviour.
These approaches are complementary: an explanation of one alert does not describe the entire model, and a general description of model
behaviour may not explain an unusual individual event.

These methods may be relevant to several security applications, but their usefulness depends on the application and the information
supplied to the model. An explanation may help identify the traffic characteristics associated with an intrusion alert. In malware analysis,
it may highlight file properties associated with a malicious classification. In phishing detection, it may identify message characteristics
or other inputs that contributed to a prediction. In anomaly detection, it may identify the features that caused an event to depart from an
expected pattern. These are potential applications discussed in the literature, not empirical results produced by this study. An explanation
is useful only when the features it identifies are relevant, accurately represented, and understandable in the operational context. A feature
associated with malicious traffic in one development environment, for example, may also be common in legitimate traffic in another
environment. The explanation may faithfully reveal the model's reliance on that feature while also exposing a weakness in the model.

This discussion is consistent with the principles of explainable Al described by Phillips et al. (2021): explanations should be
understandable to their intended users, accurately reflect the system's processes, and acknowledge the limits of the system's knowledge.
The relevant question is not simply whether a human reader finds an explanation persuasive. The explanation must also be faithful to
the underlying model and suitable for its intended user.

A detailed explanation may be difficult for a frontline analyst to understand, while a simplified explanation may omit information needed
for specialist investigation. Explanation quality is therefore context-dependent: it depends on the model, the cybersecurity task, the user's
knowledge, and the decision the explanation is intended to support.

An explanation of a model output is not necessarily an explanation of a correct security decision. A model may classify an event as
malicious even when the activity is legitimate. A plausible explanation for a false positive does not make the alert correct. Classification
accuracy depends on data quality, model quality, the relevance of learned patterns, and the context in which the model is deployed.
Explainability can help analysts investigate these issues, but it does not resolve them automatically. Research on explainable intrusion-
detection systems continues to identify challenges involving explanation validation, scalability, and the relationship between
interpretability and detection performance (Pawlicki et al., 2024; A Systematic Review on the Integration of Explainable Artificial
Intelligence in Intrusion Detection Systems, 2025).

The interpretation of this theme is that explainability should not be treated as an inherent virtue of any Al system that produces an
explanation. It should instead be evaluated as one component of cybersecurity decision-making. Explanations may help analysts examine
model behaviour, question unusual events, and identify cases requiring further investigation. Their effect on operational decisions may
be positive or negative, depending on fidelity, relevance, comprehensibility, and the availability of independent evidence. This
distinction helps explain how XAl may support justified trust while also reducing the risk of over-reliance on Al outputs.
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Theme 2: Trust, Transparency, and Human Oversight

Providing more explanations does not necessarily create greater or more appropriate trust. In cybersecurity, analysts must interpret alerts
in time-sensitive environments, decide which incidents require escalation, and assess whether automated recommendations justify a
response. Explanations can make system outputs more accessible for questioning and investigation. However, users can reasonably rely
on an Al system only when its explanations accurately represent its behaviour and communicate its limitations. It is therefore important
to distinguish users' perceptions of trust from the trustworthiness of the system and the arrangements surrounding its use.

This distinction is consistent with the NIST Al Risk Management Framework, which treats validity and reliability, safety, security and
resilience, accountability and transparency, explainability and interpretability, privacy, and fairness as related characteristics of
trustworthy Al (Tabassi, 2023). These characteristics are not interchangeable. They should be considered in relation to the system's
context and intended use.

In cybersecurity, an explanation may clarify a model's decision without resolving questions about trust, manipulation, or suitability for
the operating environment. A detector does not become trustworthy merely because it provides detailed explanations; its reliability and
security must also be assessed.

Human judgement is central to this relationship. Explanations can provide analysts with information to consider alongside other
evidence, compare predictions with known security conditions, and question results that appear inconsistent. This is particularly
important when a false positive disrupts legitimate activity or a false negative allows malicious activity to continue. Human review
creates an opportunity to challenge model outputs rather than accept them as final decisions. However, oversight is meaningful only
when reviewers have the expertise, time, access to information, and authority needed to assess the output. A nominal human-approval
step may simply confirm automated recommendations without meaningfully evaluating them.

The concept of calibrated trust helps explain this issue. Users should understand an Al system's capabilities and limitations so that they
can rely on it appropriately. Analysts may place too much confidence in a system and accept its outputs uncritically, or place too little
confidence in it and disregard useful warnings. The objective is not to maximize confidence, but to align reliance with demonstrated
capability and the consequences of error. Phillips et al. (2021) emphasize users' understanding and the limits of a system's knowledge.
Operationally, explanations should communicate relevant uncertainty and limitations rather than present predictions as unguestionable
conclusions.

Transparency cannot be achieved simply by adding an explanation panel or feature-attribution display. It also involves making the
system's operation and limitations visible, assessing whether its explanations are consistent in similar situations, ensuring that they are
understandable to the intended audience, and providing information relevant to the decision. An explanation may have limited value if
it uses unfamiliar terminology or fails to connect model features with security concepts. A concise explanation may be easy to understand
but misleading if it omits important qualifications. Explanation design must therefore balance technical fidelity with the needs of system
users.

Organizational arrangements also influence trust. Analysts need clear procedures for evaluating explanations, escalating cases when
explanations appear inconsistent, and recording explanations that inform consequential decisions. Managers need to understand how
Al-assisted decisions fit within ongoing security responsibilities, while technical teams need sufficient information to investigate model
behaviour. These groups may require different levels of detail. A security analyst may need feature-level information, whereas an
organizational decision-maker may need a concise summary of the reasons, limitations, and implications. One explanation format may
therefore be insufficient for all stakeholders.

From a sociotechnical perspective, trust emerges from the interaction of the Al model, explanation method, user expertise, organizational
processes, and consequences of relying on Al. It cannot be established through technical design alone. The presence of human oversight
does not guarantee effective review: responsibility may be unclear, or organizational pressure may encourage rapid acceptance of
automated recommendations. A defensible approach is to rely on XAl only when explanations are sufficiently faithful, comprehensible,
appropriately limited, and embedded in procedures that allow meaningful human challenge. Conversely, persuasive explanations may
create false confidence if they are mistaken for proof of correctness or if human review is merely nominal.

Theme 3: Detection Accuracy, Reliability, and Operational Decision-Making

Explanation quality and detection accuracy concern different aspects of an Al-based security system. Accuracy concerns the correctness
of predictions under specified evaluation conditions, whereas explainability concerns whether model behaviour or individual predictions
can be understood. Correct predictions are not the only measure of reliability; a system must also perform consistently under its intended
operating conditions. These dimensions should not be treated as equivalent, and improvement in one does not necessarily improve the
others. XAl may help professionals investigate the reasoning behind a prediction without necessarily changing detection effectiveness.

The distinction between false positives and false negatives is important. A false positive occurs when legitimate activity is incorrectly
classified as malicious, potentially increasing alert volume and the time analysts spend investigating. A false negative occurs when
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malicious activity is classified as legitimate or is not detected, allowing a threat to continue. In either case, explanations may provide
information that supports investigation. Analysts can examine the properties of an alert, consider which features influenced the
classification, and compare the output with available contextual evidence. In a false-negative investigation, understanding model
behaviour may help technical teams identify why expected features did not influence a classification. However, identifying a possible
source of error is not the same as demonstrating that the error rate has decreased.

Post-hoc explanations do not necessarily change the prediction that has already been made. A feature-attribution method may show that
a model relies heavily on a particular feature, but it does not automatically correct an inappropriate reliance on that feature. Similarly, a
local explanation may make a classification easier to understand without establishing whether it is correct. Demonstrating improved
detection accuracy requires appropriate empirical evaluation. Evidence about review processes and decisions is also needed to establish
whether explanation-assisted review improves human decision-making. The present documentary study can synthesize these
requirements and existing arguments, but it cannot determine whether XAl has improved the performance of a particular detector.

Reviews of XAl-supported intrusion detection illustrate the importance of these distinctions. Research in this area considers not only
interpretability but also trade-offs involving detection performance, explanation methods, scalability, and deployment. For example, the
2025 review titled “A Systematic Review on the Integration of Explainable Artificial Intelligence in Intrusion Detection Systems”
examines XAl-based intrusion-detection research and identifies continuing issues involving standardization and scalability. Pawlicki et
al. (2024) also discuss challenges associated with explainable intrusion detection.

These discussions show why the use of an explanation method should not be treated as proof that a security system is more accurate or
effective.

A related issue concerns the choice between inherently interpretable models and complex models supported by post-hoc explanations.
Decision rules in simpler models may be relatively easy to examine, while complex architectures may contain relationships that are
difficult to express through simple rules. Neither type of model is guaranteed to produce the best outcome in every cybersecurity setting.
An interpretable model may still be inaccurate, poorly calibrated, or unsuitable when attack patterns change. A complex model may
perform well in a particular context but provide insufficiently useful explanations. The relevant question is therefore how explanation
quality, model performance, operational requirements, and the consequences of error should be evaluated separately.

Uncertainty and instability in explanations add to this challenge. Analysts may find it difficult to determine whether an apparent
explanation pattern is meaningful or merely reflects the sensitivity of the explanation method. A system may also produce a confident-
looking explanation when used outside the environment for which it was designed. NIST's explainability principles emphasize the
importance of operating within a system's design limits and acknowledging the boundaries of its knowledge (Phillips et al., 2021). This
is relevant in cybersecurity when traffic patterns change, new attack methods emerge, or a detector is deployed in an environment
different from its development setting.

Explanations alone cannot address every factor affecting operational reliability. Model predictions may be affected by poor-quality input
data, incomplete network visibility, changes in legitimate user behaviour, and evolving attack strategies. A model may provide an
understandable explanation even when its input data are incomplete or inaccurate. The explanation may faithfully describe the model's
response to those inputs without revealing the underlying data problem. Explainability must therefore be considered alongside data-
quality controls, input monitoring, model validation, security controls, and procedures for responding to uncertain predictions.

Operational usefulness also depends on timing and resource requirements. An explanation designed for retrospective investigation may
be too slow, detailed, or computationally expensive for a high-volume environment where alerts must be triaged quickly. A concise
explanation may help during an incident but may not provide enough detail for a full investigation. No single approach is likely to be
optimal for intrusion detection, malware classification, phishing detection, and every other security application. The value of a method
depends on what it explains, how quickly it produces an explanation, the resources it requires, and the decision it is intended to support.

The key implication is that XAl should not be evaluated using a single criterion. Detection performance, explanation fidelity, explanation
stability, analyst comprehensibility, computational overhead, and operational usefulness address different questions. A system may
perform well on one dimension and poorly on another. Documentary evidence therefore supports treating XAl as a means of
investigating and interpreting security decisions, not assuming that it increases predictive accuracy or overall cybersecurity
effectiveness. Such improvements must be tested separately through task-specific evaluations.

Theme 4: Technical, Ethical, and Adversarial Challenges

The use of XAl in cybersecurity involves more than making complex models understandable. Explanations may be inaccurate,
inconsistent, vulnerable to manipulation, or unsuitable for their intended audience. They may also introduce security vulnerabilities or
operational burdens. These concerns are interconnected: an explanation may be clear but inaccurate, accurate but too narrowly focused,
or informative in one environment but unsuitable in a changed threat environment. The central question is not simply whether an
explanation can be generated, but whether it is reliable and safe under the conditions in which it will be used.
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Explanation fidelity is a major concern. Post-hoc techniques often approximate or summarize model behaviour, and their outputs should
not automatically be treated as complete accounts of a model's internal processing. If an explanation does not faithfully represent the
model, analysts may form an incorrect understanding of why an alert was generated. This can undermine model debugging, incident
investigation, and accountability, particularly when explanations are used to support decisions with operational or legal consequences.
Phillips et al. (2021) distinguish between explanations that are understandable and explanations that accurately represent what is
happening in a system. Both qualities matter, but they are distinct. Explanations should therefore be assessed for accessibility and
fidelity.

Adversarial manipulation is another security concern. Explanation methods may be used during normal operations to help users
understand or investigate a model, but attackers may attempt to manipulate the model, the explanation, or the relationship between them.
Baniecki and Biecek (2024) discuss attacks and defences involving explainable Al, including adversarial examples, data poisoning, and
backdoor attacks. Their discussion highlights that explanations should not automatically be assumed to be secure simply because their
purpose is to make model behaviour more understandable.

This creates a double-edged issue in cybersecurity: information that helps defenders understand a detection system may also provide
information that an adversary could misuse.

The implications depend on the information disclosed and the capabilities of the potential attacker. Details about the input features that
influence a detector may help analysts identify inappropriate model dependencies. However, the same information could help an
adversary modify malicious activity to avoid detection. This does not mean that explanations should be abandoned or that every
explanation creates an exploitable vulnerability. Rather, disclosure should be assessed in relation to the threat model, intended audience,
and sensitivity of the information. Detailed explanations may be appropriate for internal investigations but unsuitable for unrestricted
disclosure.

Privacy and confidentiality present further challenges. Cybersecurity systems may process network records, user activity, device
information, incident logs, and other sensitive operational data. Explanations may reveal information about individuals, organizational
systems, or defensive capabilities. Even when raw records are not disclosed, an explanation may become sensitive when combined with
other available information. Removing obvious identifiers may therefore be insufficient to protect privacy. Organizations should
consider what an explanation reveals, who can access it, how long it is retained, and whether disclosure is necessary for the decision it
supports. Excessive restrictions, however, may prevent analysts from obtaining information needed to investigate threats. The challenge
is to balance confidentiality with meaningful, authorized access.

Cyber threats and operating environments also continue to change. Attacker behaviour, software configurations, user activity, and
network settings may differ over time, while cybersecurity models are developed using data from particular environments. A feature
that was informative in the past may become less relevant, and new features or behaviours may not be adequately represented in the
model. Explanations may therefore remain understandable while becoming less useful for current threats. NIST's adversarial machine-
learning taxonomy emphasizes the need to consider the stages at which attacks can affect machine-learning systems, as well as attackers'
objectives and capabilities (Vassilev et al., 2025).

Human interpretation and operational usability must also be addressed. An explanation may be technically correct but fail to support a
decision if it relies on specialist jargon, lists too many features, or does not distinguish relevant evidence from incidental correlations.
Under time pressure, analysts may be overwhelmed by lengthy explanations and struggle to compare them with other alerts. Different
roles also require different levels of detail. A technical specialist investigating a complex intrusion may need feature-level information,
while an incident manager may need a concise summary of uncertainty, alert significance, and possible next steps. Explanation systems
should account for these differences to avoid both information overload and excessive simplification.

These constraints are closely related to accountability. If an Al output is incomplete and a human reviewer accepts it, the organization
cannot assume that meaningful human oversight has occurred. Organizations should define responsibilities for system design,
explanation evaluation, incident review, approval of consequential actions, and remediation of identified weaknesses. This is particularly
important when Al-supported decisions may block traffic, restrict network access, escalate an incident, or trigger another significant
defensive action. Explanations should inform organizational decisions, not shift responsibility from people or institutions to the model.

Taken together, these issues suggest that explanation mechanisms should be considered part of the cybersecurity system's potential
attack surface. Fidelity, privacy, adversarial robustness, usability, and governance are interconnected and cannot be addressed in
isolation. Improving one dimension may create trade-offs elsewhere: greater detail may help an investigation but reveal sensitive
information, while greater simplicity may improve accessibility but omit important qualifications. Responsible design therefore requires
context-sensitive evaluation, explicit threat modelling, controlled disclosure, and ongoing monitoring. The value of XAl depends not
only on making Al behaviour visible, but also on avoiding confusion, vulnerabilities, and unjustified confidence.
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Theme 5: Responsible Al Governance and the Gap Between XAl Deployment and Practice

The final theme concerns the organizational arrangements required to implement explainability responsibly in cybersecurity. The
preceding themes indicate that XAl may help interpret Al-generated alerts, but its usefulness depends on explanation quality, system
trustworthiness, human expertise, information security, and effective alert-management processes. Governance coordinates these
requirements. Explainability should therefore be incorporated into the design, deployment, monitoring, and review of Al-powered
security systems rather than added only after a model has been developed.

The NIST Al Risk Management Framework is one relevant resource. It organizes Al risk management around the functions of Govern,
Map, Measure, and Manage, and emphasizes consideration of risks throughout the Al system lifecycle. Its relevance to explainable
cybersecurity lies in connecting technical performance with transparency, accountability, safety, security, privacy, and appropriate use.

The ability of a system to generate an explanation does not, by itself, demonstrate that the explanation is adequate. Organizations should
assess whether the explanation is suitable for the task, whether its limitations are understood, and whether the information it provides
supports the decision for which the system is used.

A lifecycle approach begins by defining the purpose of an explanation. During system design, developers and security practitioners
should determine whether explanations will support alert triage, model debugging, incident investigation, auditability, or another specific
task. Each purpose may require different information. An explanation useful for model development may not meet the needs of a
frontline analyst making a time-sensitive decision. Likewise, information sufficient for routine alert triage may not be adequate for a
post-incident investigation. Defining the intended purpose makes it possible to evaluate transparency against specific requirements rather
than relying on vague claims that a system is or is not transparent.

Governance should also establish procedures for evaluating explanations. Relevant criteria may include fidelity to model behaviour,
comprehensibility for intended users, consistency under similar conditions, sensitivity to input changes, and the risk of disclosing
protected information. These criteria should be considered alongside detection performance and operational requirements. A persuasive
explanation should not be accepted without evidence of fidelity. Similarly, a technically accurate explanation may need to be redesigned
if analysts cannot understand or use it. Governance should clarify what constitutes an acceptable explanation and ensure that evaluation
is proportionate to the risk of error. Human oversight should be supported by clear responsibilities and escalation procedures. Security
practitioners should know when an explanation is sufficient to guide an investigation, when additional evidence is needed, and when a
decision should be referred to a more experienced reviewer. Organizations should also define how to handle conflicts between Al
recommendations and other evidence. Such procedures can reduce the risk that explanations displace professional judgement and can
support documentation of the reasons for decisions, the evidence considered, and the treatment of uncertainty.

Documentation is essential to accountability. Merely having access to an explanation when an alert is generated is not sufficient. Useful
records may include intended uses, known limitations, explanation methods, evaluation criteria, known failure conditions, access
controls, and procedures for reviewing consequential decisions. Documentation can help distinguish the model's output from the human
reviewer's interpretation and subsequent action. It may also support later investigation into whether a model relied on inappropriate
features or whether operational procedures contributed to an error. Documentation does not prove that a decision was correct; it makes
the decision process more transparent and open to review.

Ongoing monitoring is also essential. An explanation method that is useful when a system is first deployed may become less suitable as
configurations, user behaviour, or attack techniques change. Organizations should therefore monitor the continued suitability of
explanations as well as model behaviour. This monitoring should be integrated with existing security-monitoring and model-risk
processes rather than treated as a separate XAl activity. If significant limitations are identified, an organization may need to revise the
explanation interface, reassess the model's suitability, adjust operating parameters, or restrict automated use until the concerns are
addressed. These are governance priorities derived from the issues discussed in the literature, not results of testing a specific
implementation.

Governance decisions must also reflect security and privacy requirements. Authorized analysts may need detailed explanations, but
unrestricted disclosure of defensive mechanisms or system characteristics may be inappropriate. Disclosure policies and access controls
should therefore reflect the sensitivity of the information and the organization's operational context. These controls should allow
authorized users to investigate incidents without exposing information to inappropriate audiences. Decisions about retaining
explanations should balance their investigative and accountability value against confidentiality requirements and the risks of storing
sensitive security information. Formal standards can inform this process. NIST has published a voluntary framework for identifying and
managing Al risks (NIST, 2023), as well as a taxonomy for analysing adversarial machine-learning threats (Vassilev et al., 2025).

These documents can inform organizational procedures, risk assessment, and technical evaluation. However, citing a framework or
standard does not guarantee that an explainable intrusion-detection system will achieve a particular level of accuracy, robustness, or
operational effectiveness. Governance guidance should inform local assessment rather than replace it.
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These issues can be understood through a sociotechnical perspective. The reliability of explainable cybersecurity depends on modelling
techniques, explanation methods, analysts, organizational policies, technical infrastructure, and operating conditions. A technically
sophisticated explanation may have little value if an analyst lacks the knowledge or authority to act on it. Conversely, even an
experienced specialist may be misled by a persuasive but unreliable explanation. Organizational policies cannot compensate fully for a
model that is unsuitable for its operational context. Responsible implementation therefore requires coordination among technical
development, security operations, risk management, and organizational leadership.

The interpretation of this theme is that explainability should be understood as an ongoing organizational capability, not merely a
technical feature. Responsible use requires explanations to have a clear purpose, to be assessed for fidelity and usability, and to be
reviewed through meaningful human oversight. Disclosure must be controlled, monitoring must continue, and decision-making
responsibilities must be clear. These arrangements do not guarantee that every threat will be detected or that a cybersecurity system will
be error-free. They do, however, provide a more structured basis for assessing whether Al-generated explanations are suitable for
informing security decisions and for addressing the limitations of Al systems.

Integrative Discussion

Overall, the five themes present XAl as one component of cybersecurity threat detection. Explanation quality, calibrated trust, predictive
reliability, and organizational governance provide related but distinct perspectives for understanding its role. Explainability concerns
the information available about model behaviour; trust concerns whether reliance on the system is justified; accuracy concerns the
correctness of predictions; and governance concerns how the system is evaluated, used, and held accountable. Improvement in one
dimension may support the others, but does not guarantee improvement across all dimensions.

This interpretation reflects the multiple dimensions of Al trustworthiness, in which explainability, reliability, security, transparency,
privacy, and accountability are interconnected but distinct (Tabassi, 2023). It also reflects challenges identified in research on
explainable intrusion detection, including explanation quality, scalability, performance considerations, and adversarial vulnerabilities
(Pawlicki et al., 2024; Baniecki & Biecek, 2024).

The central argument is not that XAl necessarily makes cybersecurity systems more accurate or trustworthy. Rather, XAl may help
analysts investigate and question Al-generated decisions when appropriate technical and organizational controls are in place.

The practical implication is that explanations should be tailored to the investigation and operational context. Their value should be
assessed through fidelity, comprehensibility, stability, security, and usefulness, while detection performance is evaluated independently.
Human oversight and governance arrangements should address situations in which explanations may mislead users, disclose sensitive
information, or be exploited by adversaries. Future research should examine these dimensions together while distinguishing explanation
quality from predictive effectiveness and perceived trust from justified reliance.

The qualitative, interpretivist, and documentary approach used in this study is suitable for critically synthesizing these conceptual
relationships and the limitations identified in previous research. The study does not validate a specific XAl method, demonstrate
improved detection results in a real-world cybersecurity environment, or establish causal effects. Its contribution lies in integrating the
conditions under which explainability may support more transparent, accountable, and informed cybersecurity decisions, while showing
why explainability alone is insufficient to ensure trustworthy security outcomes.

Table 1: Critical Synthesis of Findings on Explainable Artificial Intelligence in Cybersecurity Threat Detection

Analytical Key findings from Critical interpretation Implications for Challenges and
theme documentary evidence and discussion cybersecurity practice  limitations
1. XAl  helps interpret  Al- Explanation quality Match explanation type Post-hoc fidelity may be
Explainabilit  generated alerts. Intrinsically depends on the model, and detail to user needs. uncertain. Detailed
y and interpretable models differ from task, user, and decision. Treat explanations as explanations can
interpretabilit  post-hoc methods such as SHAP A plausible explanation investigative aids and overwhelm analysts,
y and LIME (Lundberg & Lee, is not necessarily faithful corroborate them with whereas simplified ones
2017; Ribeiro et al., 2016). or useful (Phillips et al., independent evidence. may  omit  essential
Local explanations address 2021). Explainability information.  Validation
individual alerts; global should be evaluated and interpretability—
explanations summarize model rather than assumed. performance  trade-offs

behaviour.

remain concerns (Pawlicki
et al., 2024; A Systematic
Review on the Integration
of Explainable Artificial
Intelligence in Intrusion
Detection Systems, 2025).
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2. Trust,
transparency,
and  human
oversight

3. Detection
accuracy,
reliability,
and
operational
decisions

4. Technical,
ethical, and
adversarial
challenges

5.
Responsible
Al
governance
and practical
integration

Explanations may help analysts
examine Al decisions, but more
explanation does not necessarily
produce  appropriate  trust.
Trustworthiness also involves
reliability, security,
accountability,  transparency,
and privacy (Tabassi, 2023).

Explanation quality and
predictive accuracy are distinct.
XAl may support investigation
of false positives and false
negatives, but explanations do

not themselves correct
predictions.  Standardization,
scalability, and performance
trade-offs remain  concerns
(Pawlicki et al., 2024; A
Systematic Review on the
Integration  of  Explainable
Artificial Intelligence in
Intrusion Detection Systems,
2025).

Explanation fidelity, privacy,
usability, and  adversarial
robustness are important
concerns.  Relevant threats

include adversarial examples,
data poisoning, and backdoor
attacks (Baniecki & Biecek,
2024). Evolving threats may
also reduce the relevance of
existing approaches (Vassilev et
al., 2025).

XAl should be considered
throughout design, deployment,
monitoring, and review. The
NIST Al Risk Management
Framework supports lifecycle-
based Al risk management
(Tabassi, 2023). Evaluation may
consider fidelity,
comprehensibility, consistency,
and disclosure risks.

Trust is sociotechnical,
depending on
explanation quality, user
expertise, organizational
processes, and
consequences. Oversight
is meaningful only when
reviewers have sufficient
knowledge, time, access,
and authority.

Documentary evidence
supports examining XAl
as an aid to
interpretation, not
assuming that it improves
accuracy. Effectiveness

requires task-specific
evaluation of both
detection and

explanations.

Explanation mechanisms
form part of the system's
potential attack surface.
More detail may support
investigation but expose
sensitive  information;
simplification may omit
important qualifications.
These are literature-
based risks, not incidents
established by this study.
Explainability is an
organizational as well as
technical capability.
Standards inform risk
management but do not
establish the
effectiveness of a
specific implementation.
Priorities  must  be
assessed in context.

Communicate
uncertainty and system
limitations. Define
escalation  procedures
and accountability.
Tailor explanations to
analysts and decision-
makers.

Evaluate predictive
performance and
explanation quality
separately.  Combine

explanations with data-
quality checks, model
validation, and
monitoring. Use concise
explanations for triage
and detailed ones for
investigation.

Apply role-based access
controls, assess
information disclosure,

protect explanation
records, and avoid
relying  solely  on
explanations for
consequential  security
actions.

Define explanation
purposes and evaluation
criteria. Document
intended use  and
limitations,  establish
escalation procedures,
monitor  performance,

and coordinate security
teams with developers
and decision-makers.

Over-reliance, under-
reliance, misleading
explanations, time
pressure, and unclear

responsibility can weaken
oversight.  No  single
explanation format suits
every stakeholder.

Explanation  instability,
changing traffic, evolving
attacks, computational
costs, and method-specific
limitations may
undermine reliability. An
available explanation does
not prove that a detection
system performs well.

Misleading explanations,
privacy-utility trade-offs,
scalability constraints,
changing threat patterns,
information overload, and
diffused  accountability
remain challenges.

Frameworks cannot
guarantee accuracy or
robustness. Disclosure
must be balanced against
confidentiality, and
changing  threats  or
configurations may reduce

explanation suitability.

Note. XAl = explainable artificial intelligence; SHAP = SHapley Additive exPlanations; LIME = Local Interpretable Model-Agnostic
Explanations. The table synthesizes documentary evidence and critical interpretation; it does not report original experimental results.

Conclusion

This study examines the potential role of explainable artificial intelligence (XAl) in cybersecurity threat detection, with particular
attention to transparency, interpretability, justified trust, detection reliability, and responsible decision-making. It uses a qualitative,
interpretivist, exploratory, and documentary approach based on secondary evidence to synthesize scholarly discussions, technical
perspectives, and institutional guidance. The analysis considers how explainability relates to trustworthy Al in security systems. The
central issue is not simply whether Al decisions can be explained, but whether explanations can support sound human decisions without
encouraging over-reliance on automated threat classifications.
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The thematic synthesis suggests that explainability can help analysts investigate why Al systems generate security alerts. Explanation
methods may help analysts examine suspicious behaviour, question potentially misleading results, and identify features or aspects of
model behaviour that influenced a classification. The usefulness of these explanations depends on their fidelity, comprehensibility,
consistency, and relevance to the cybersecurity task. A convincing explanation is not necessarily a faithful representation of the model's
decision process, nor does it prove that a classification is correct. Explainability should therefore be assessed from the perspective of
intended users and the decisions they need to make.

The main argument is that explainability, trustworthiness, and effectiveness are distinct but related aspects of Al in cybersecurity.
Explainability concerns how well the behaviour and outputs of a model can be understood. Trustworthiness encompasses broader
requirements, including reliability, security, accountability, privacy, and responsible human oversight. Detection effectiveness concerns
a system's ability to identify relevant threats in its operating environment. These dimensions may support one another, but they are not
interchangeable, and improvement in one does not guarantee improvement in the others. Explanation-assisted investigation should not
be confused with improved predictive accuracy. Any claim of improved detection must be supported by empirical evaluation, while
claims about the value of explanations for human decision-making require evidence of their use and impact.

The study also identifies technical and organizational challenges that may constrain the responsible use of XAl. These include
explanation fidelity, adversarial manipulation, confidentiality, model complexity, computational demands, and differences in users'
interpretive abilities. These challenges demonstrate the need for security and privacy safeguards. Detailed explanations may assist
specialist investigations but may also reveal sensitive information about defensive systems. Conversely, simplified explanations may
misrepresent model behaviour or omit important limitations. Transparency therefore requires a balance among accessibility, technical
accuracy, contextual relevance, and information protection.

The study contributes to cybersecurity research by bringing together four dimensions in a qualitative interpretation: technical
interpretability, human—Al interaction, detection reliability, and responsible Al governance. Moving beyond the view of explainability
as a feature of an individual machine-learning model, this approach places it within the broader sociotechnical context of security
decision-making. For cybersecurity analysts and developers, this highlights the need to select explanation methods appropriate to
specific tasks and to evaluate explanation quality separately from predictive performance. Security architects and organizational
decision-makers should ensure that Al-supported processes are subject to meaningful human review, that responsibilities are
documented, that monitoring is ongoing, and that procedures exist for ambiguous or potentially incorrect outputs. For policymakers and
governance practitioners, the findings underline the difference between commitments to transparency and effective implementation.

This study has several limitations. It is based on documentary evidence and therefore depends on the availability, quality, and relevance
of existing publications and institutional materials. Its findings cannot be generalized automatically to all cybersecurity applications
because research contexts, explanation methods, evaluation measures, and threat environments differ. The presentation of evidence and
the researcher's interpretive process may also influence the thematic synthesis. Cyber threats and Al technologies continue to evolve, so
explanations and governance approaches that are useful in one context may need to be reassessed in another. The study does not
independently evaluate Al models, assess trust through primary data, test original cybersecurity datasets, or establish a causal
relationship between explainability and detection accuracy. It therefore provides an interpretive synthesis rather than experimental
evidence of XAl effectiveness.

Future research should examine explanation fidelity and stability across different threat scenarios, the resistance of explanation
mechanisms to adversarial manipulation, and privacy-preserving methods that still support meaningful investigation. Empirical studies
could investigate how analysts interpret different explanation formats, how those formats affect calibrated trust and decision-making,
and whether explanation-assisted investigations improve operational outcomes under clearly specified conditions. Further work is also
needed on integrating explanation-quality assessment into broader governance and monitoring frameworks without imposing excessive
computational or operational costs. Such research would help distinguish potential benefits from benefits that have been demonstrated
empirically.

Overall, XAl may improve the transparency and auditability of Al-assisted decision-making in cybersecurity, but it does not guarantee
accurate, trustworthy, or effective security decisions. Responsible use requires relevant explanations, reliable detection, human
judgement, appropriate security and privacy protections, and effective governance.
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