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Phishing Web pages are another one of the most prevalent and
revenue-generating types of attack, and the constantly changing
structural properties of phishing Web pages have sustained the
research interest in machine-learning methods that can detect a
phishing Web page from URL and webpage features without relying
on continually updated blacklists. A supervised machine learning
methodology was used for phishing detection in this study, which is
based on structural and behavioral webpage features. A dataset with
10,000 legitimate and phishing websites was created based on the
publicly available cybersecurity datasets and features from URLs and
webpage structures were extracted such as the length of the URLs ,
number of special characters, presence of ip-addresses, age of the
domain, presence of https, number of external links, redirection
behaviour, form-related features. The dataset was split into training
and testing sets in an 80:20 ratio, and four algorithms, namely
Logistic Regression, Random Forest, Gradient Boosting and Support
Vector Machine were trained independently and evaluated by
accuracy, precision, recall, Fi-score, ROC-AUC and false-positive rate.
Afterwards, feature importance analysis was performed to identify
the most significant features contributing to detection performance.
Random Forest and Gradient Boosting overall classification
performance was the highest followed by Support Vector Machine,
while Logistic Regression had the lowest (but still reasonably good)
performance among the four algorithms; ensemble methods had the
lowest false-positive rates. The feature importance analysis for the
ensemble models showed that HTTPS status, domain age, IP address
in URL, URL length and form-related features were the most
important features to predict the phishing status. The results confirm
the practical and effective utility of ensemble machine-learning
techniques, alongside a small number of easy-to-explain URL and
webpage features, for the detection of phishing websites, and have
implications for the design of lightweight, real-time anti-phishing
systems.

Introduction
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Phishing is one of the most common and cost-effective cyber-attacks, where attackers create websites that are
designed to look like a trusted one in order to trick people into entering their personal or financial information,
or other sensitive details. Although there have been several decades of phishing research efforts and
widespread rollout of blacklist-based filtering, browser warnings and user-education campaigns, phishing
remains a significant percentage of reported cybercrime incidents, in part because attackers can create new
and unknown URLs at a rate that consistently surpasses the speed at which blacklists can be updated (Chiew
et al., 2018).

Structurally, blacklist and heuristic rule-based detection systems have similar limitations: they can only block
the URLs or patterns that have been added to their blacklists or catalogs, and therefore cannot detect zero-day
phishing attacks targeting new or previously unseen domains (Sahingoz et al., 2019). This has encouraged a
significant change in the anti-phishing research community from unsupervised to supervised machine-learning
techniques, where classification of the website as legitimate or phishing is based on the structural and
behavioral characteristics extracted directly from the URL and webpage content in question, instead of on
prior knowledge of the URL to be classified. Features such as URL length, IP addresses instead of domain
names, domain age, whether the domain uses HTTPS, and the form and hyperlink characteristics of the
webpage are based on underlying structural regularities that distinguish phishing pages from legitimate pages
and have repeatedly shown the ability to generalize to unseen phishing pages, whereas the ability of static
blacklists is limited.

There is a significant amount of empirical research that has been done for supervised algorithms for this task.
Mohammad et al. (2014) introduced an early intelligent, rule-based phishing classification methodology,
setting a baseline set of features that has been followed in most of the subsequent phishing detection research,
including some of the publicly available benchmark datasets utilized in later efforts. On this basis, Rao and
Pais (2019) expanded the framework to include URL, source-code and third-party-service features, evaluated
them using eight machine-learning algorithms and determined the classification accuracy of each algorithm;
they found that among the machine-learning algorithms evaluated, the Random Forest algorithm showed the
highest classification accuracy. In contrast to the simpler linear models, Sahingoz and colleagues (2019)
achieved better detection results in their study using an ensemble of classifiers and tree-based classifiers,
which also used a larger set of URLs and natural-language-processing or machine-learning features; Zhu and
colleagues (2019) proposed an optimal feature selection framework based on neural networks that achieved
even better detection results by explicitly selecting the most discriminative subset of candidate features before
classification.

Despite this large and continually growing body of evidence, and although a wide variety of algorithms are
compared, feature sets are extracted, and evaluation metrics are reported, there are relatively few studies
which directly compare a linear baseline classifier (Logistic Regression) with multiple different ensemble and
margin-based classifiers (Random Forest, Gradient Boosting, Support Vector Machine), nor with a consistently
constructed feature set that includes both URL-level and webpage-structural features, nor with a full set of
complementary evaluation measures (ROC-AUC, false-positive rate), besides the traditional accuracy, precision,
recall and Fi-score, and in which feature importance is formally quantified across the different classifiers. The
present study was thus conducted with the following goals: (1) to build and test a supervised machine-learning
pipeline with a combination of URL and webpage-structural features for phishing website detection; (2) to
compare the classification performance of Logistic Regression, Random Forest, Gradient Boosting, and Support
Vector Machine on several complementary evaluation measures; and (3) to identify, using feature importance
analysis, which URL and webpage features most significantly determine accurate phishing website detection.

Literature Review

Research in the field of phishing detection has passed through a number of general stages: from using
blacklist/whitelist filters and on to heuristic and rule-based systems, and, in the last decade, towards the use
of supervised machine-learning classification as the predominant approach (Chiew et al., 2018). Chiew, Yong,
and Tan (2018), who conducted a comprehensive survey of phishing attack types, vectors and technical
detection mechanisms, found that machine-learning systems have evolved to become significantly more
effective than the blacklist and purely heuristic systems in terms of their ability to accurately identify phishing
sites and also to extrapolate their detection power to unseen phishing URLs , although noted that the
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effectiveness of any particular machine-learning system was still very much dependent on the quality and
discriminative power of the features used.

Mohammad, Thabtah, and McCluskey (2014) had introduced an intelligent, rule-based approach to the
classification of phishing-websites, which was based on a well-defined set of URL-based, webpage-based and
domain-based features, and some of these features, such as URL length, presence of IP address, and domain
age, had been used widely in the subsequent machine-learning phishing-detection literature and underpinned
several of the benchmark phishing-websites datasets available for use in phishing-website algorithm
evaluation today. The feature engineering tradition was continued by Abdelhamid, Ayesh and Thabtah (2014),
who showed that it was possible to achieve competitive classification performance by using a rule-based
approach to association mining, which not only yielded the classification performance but also directly
interpretable if-then classification rules that were not obtainable from less transparent classifiers.

Comparing several ML algorithms for phishing detection has been a constant theme in the empirical literature.
In evaluating eight different machine-learning algorithms with a feature set that covered information about
the URL, source code and characteristics of third-party services, Rao and Pais (2019) discovered that Random
Forest was the most successful in terms of classification accuracy, achieving about ninety-nine percent, among
the algorithms tested, a finding that they attributed to Random Forest's ability to model complex, non-linear
interactions among the different types of phishing features, as well as its relative resistance to overfitting
compared with single decision trees. Similarly, Sahingoz et al. (2019) built a significantly larger
legacy/phishing URL collection and compared seven classifiers using only features extracted from natural-
language-processing and word-vector, finding that the classifiers based on ensemble and Random-Forest had
the best overall performance with up to 98% accuracy, and that classifiers relying exclusively on URL features
(without any third party or page content features) could achieve good detection performance for real-time
deployment. However, Jain and Gupta (2019) analysed the hyperlink-based features extracted from webpage
content, and concluded that machine-learning classifiers trained on hyperlink characteristics alone had high
true-positive rates, and that the classifiers do not rely on third-party services such as search engines or
domain registration services, which is pertinent to a low-latency, deployable phishing-detection system.

The increase in the number and complexity of phishing-detection features has been attracting the focus of
feature-selection and feature- Importance analysis. Zhu et al. (2019) presented an optimal-feature-selection
neural network (OFS-NN) framework that explicitly selected and only kept the most discriminative subset of
candidate features before the classification, and showed that careful selection of features can improve the
detection accuracy while also decreasing the computational overhead, as the trained model was able to
outperform the model trained by the full set of features without filtering. In the same way, Chiew et al. (2019)
introduced a hybrid ensemble feature-selection framework that aims to select a small set of high-quality
features, by aggregating the results of several feature-ranking algorithms, and showed that models trained on
the selected features can be as successful as models trained on large sets of all features, further emphasizing
that a small set of highly discriminative features can be as effective as a large set of features. In keeping with
this trend, Rao et al. (2020) and Rao and Pais (2019) both discovered that a small number of highly
discriminative features from both the URL and host, which is exactly the kind of feature-importance analysis
performed here, can be used to achieve high detection rates without resorting to any costly third-party lookups.

From the literature surveyed, ensemble and boosting based methods are consistently linked with good
phishing-detection performance. Using a smaller set of ten features, Somesha et al. (2020) compared the
performance of three types of deep-learning architectures (deep neural networks, long short-term memory
networks and convolutional neural networks) with that of the conventional machine learning baselines, such
as random forest and gradient boosted trees, and concluded that all three deep-learning architectures
performed more than ninety-nine percent accurately with the conventional ensemble methods being highly
competitive with deep-learning methods in terms of accuracy, but with significantly lower computational cost
and higher interpretability on the structured, tabular feature set used in the present study. Building on this
ensemble paradigm, meta-learning approaches were explored by Alsariera et al. (2020) for combination of
multiple base classifiers and an Extra Trees algorithm very similar to the Random forest was shown to achieve
the highest detection accuracy as confirmed by the general trend found by many authors across the literature,
including by Rao and Pais (2019) and by Sahingoz et al. (2019), that tree-based ensembles generally perform
best on structured phishing-feature classification tasks.
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In addition to feature-based machine learning, there has been a parallel and growing body of literature on
providing direct input to a deep-learning algorithm—either in terms of the raw URL character sequence or the
HTML structure of the web pages without any manual feature engineering. Aljofey et al. (2020) presented a
character-level convolutional neural network (CNN) that operates directly on raw URL strings without pre-
engineered lexical or host-based features for phishing detection, revealing a path to phishing detection other
than feature engineering that involves representing the features and reducing their engineering burden while
compromising feature interpretability. While the deep-learning methods have been shown to yield excellent
detection accuracy in various studies, the study by Basit et al. (2021), which surveyed the entire field of AI-
assisted phishing-detection methods, found that traditional machine-learning methods that are trained on
carefully designed interpretable feature sets, as used in the present study, were an attractive and often
preferable choice for practical deployment because they required less computational resources, were more
interpretable, and could have similar detection performance for well-designed feature sets. The continued
emergence and expansion of phishing as a threat worldwide, as detailed in the various Anti-Phishing Working
Group trend reports (APWG, 2023), as well as the ongoing availability of large, public, curates datasets for use
in algorithm evaluation and comparative analysis (Vrbancic et al., 2020), further highlight the long-term value
of the type of feature-based algorithmic comparisons and analyses employed in this study.

Methodology
Dataset Preparation

Structural and behavioral webpage attributes were used with a supervised machine-learning method to
identify phishing websites. A data set of 10,000 legitimate and phishing website information was prepared
from available cyber security datasets, which were based on the well-established, widely used feature
framework from Mohammad et al. (2014) and extended and curated by later released public data sets, like
described by Vrbancic et al. (2020). The class balance between legitimate and phishing records was checked
before feature extraction, andlegitimate website records were collected from well-known, active, websites
while phishing records were collected from known phishing-URL repositories.

Feature Extraction

URL length, number of special characters in URL, use of an IP address instead of a domain in the URL, domain
age, the presence or absence of a form for the user to enter a login or password, and the destination of the
user's form input were among the features extracted from the URLs and webpage structures: the presence or
absence of a domain name and an IP address in the URL, HTTPS status, number of links to external pages,
redirection behavior, and webpage structure characteristics related to forms in which the user could enter a
login or password and the destination for the user's form input. This is a combination of URL-level and
webpage-structural features, as has been used in prior phishing-detection research (Mohammad et al., 2014;
Rao & Pais, 2019; Chiew et al., 2019).

Data Preprocessing

Where necessary, the data was normalized, for instance, continuous numeric features were scaled to a
common range so that features with larger numeric values do not overly influence the distance-based and
margin-based classifiers, and categorical or binary features were encoded numerically. The data set was then
split into training and testing sets, where the training set had an 80% ratio and testing set a 20% ratio, and
stratified sampling was used to maintain the class balance of legitimate and phishing records in the training
set and testing set.

Model Training
Each of Logistic Regression, Random Forest, Gradient Boosting and Support Vector Machine algorithms was

trained separately in the training subset. The baseline classifiers included in the experiment were selected
based on their performance in previous phishing-detection studies, where they consistently achieved high
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performance ratings, and their ability to model non-linear feature interactions: Logistic Regression, Random
Forest, and Gradient Boosting were considered ensemble tree-based classifiers, while Support Vector Machine
was considered a margin-based learner which can construct non-linear decision boundaries by kernel
transformation. The hyperparameters of each algorithm were set through cross validation on the training
subset before making final evaluations on the testing subset (held out). For Logistic Regression and Support
Vector Machine, the regularization strength was tuned; for Random Forest and Gradient Boosting, the number
of estimators and maximum tree depth were tuned; for Support Vector Machine, the kernel function was tuned.

Model Evaluation

The performance of their models was evaluated with four metrics: accuracy, precision, recall and Fi-score
computed on the held-out testing subset for each of the four models they trained, ROC-AUC, and false-positive
rate. The accuracy was computed as the percentage of records that were correctly classified from the total
number of records used to test the classified models, the percentage of records correctly predicted as a
phishing record was computed as precision, the percentage of records correctly classified as phishing records
was computed as recall (sensitivity), Fi-score was computed as the harmonic mean of precision and recall, the
area under the receiver operating characteristic curve, summarizing the classifiers discrimination ability
across all classification thresholds, was computed as ROC-AUC, and the percentage of records misclassified as
phishing records was computed as false-positive rate, which is a metric of particular practical importance, due
to the usability cost derived by incorrectly classifying legitimate websites as phishing.

Feature-Importance Analysis

Finally, feature-importance analysis was carried out to determine the most significant characteristics for the
phishing website detection. In the case of tree-based ensemble models (Random Forest and Gradient Boosting),
the features' importance was calculated as the average across all trees in the forest of the impurity-based or
gain-based importance of each feature in each classification tree, as computed by the classification tree's
native method. Comparing feature importance across models highlighted features that were consistently
important, serving as a basis for selecting a small, meaningful subset of features for practical use in designing
a lightweight, real-time phishing-detection system, consistent with the rationale for feature selection proposed
by Zhu et al. (2019) and Chiew et al. (2019).

Results

Dataset Composition

In total, the prepared data set consisted of two class labels and 10,000 data points. After splitting the data set
into training and testing subsets, the class labels and the number of points in each subset are summarized in
Table 1.The prepared data set comprised 10,000 data points and two class labels, with the resulting training
and testing subsets being summarized in Table 1. The data set was balanced according to legitimate and

phishing website records and the balance was maintained for both the training and testing sets by stratified
sampling.

Table 1

Composition of the Phishing Detection Dataset and Train-Test Split

Class Count Percentage (%)
Legitimate websites 5,000 50.0
Phishing websites 5,000 50.0
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Class Count Percentage (%)
Total records 10,000 100.0

Training subset (80%) 8,000 80.0

Testing subset (20%) 2,000 20.0

Note. Stratified sampling was used to preserve class balance across the training and testing subsets.
Model Performance Comparison

The classification accuracy of the four trained algorithms for the held-out testing subset is shown in Table
2.The classification accuracy for the held-out testing subset is shown in Table 2 for the four trained algorithms.
Random Forest achieved the best overall accuracy, precision, recall, F1 score and ROC-AUC, and it also had the
lowest false positive rate, followed closely by Gradient Boosting. Logistic Regression had reasonably good
performance, but had the lowest performance scores for all four algorithms in all of the measures, with the
highest false-positive rate likely because it was less capable of capturing non-linear relationships among the
extracted features of the URLs and web pages than the ensemble and margin-based algorithms.

Table 2

Classification Performance of the Four Machine-Learning Algorithms on the Testing Subset

False-Positive

Algorithm Accuracy Precision  Recall F1-Score ROC-AUC Rate
Logistic Regression .921 912 .908 .910 954 .087
Random Forest .971 .968 974 .971 .992 .027
Gradient Boosting .068 .963 .970 .966 .990 .031
Support Vector

Machine 943 939 935 937 971 .058

Note. Values for accuracy, precision, recall, Fi-score, and ROC-AUC represent proportions (higher is better);
false-positive rate represents the proportion of legitimate records misclassified as phishing (lower is better). n
= 2,000 testing records.

Feature-Importance Analysis
The feature-importance-ranking for the top two ensemble-models is shown in table 3. The three most

influential features for both Random Forest and Gradient Boosting were HTTPS status, domain age and
whether an IP address instead of a domain name, followed by URL length and destination of a form-action. The

16



ComputeX - Journal of Emerging Technology & Applied Science | 2(3), 11-19, 2026

consistency of these leading features in both the ensemble models indicates that a small number of URL and
webpage-structural features (5-6) may be able to achieve detection performance similar to the larger feature
set, similar to the results found by Zhu et al. (2019) and Chiew et al. (2019) in their feature-selection studies.

Table 3

Feature-Importance Rankings from Random Forest and Gradient Boosting Models

Feature Random Forest Gradient Boosting Rank
Importance Importance
HTTPS status .182 .196 1
Domain age .151 147 2
Presence of IP address in URL 134 .128 3
URL length 112 .118 4
Form action destination .098 .103 5
Number of external links .087 .081 6
Redirection behavior .079 .074 7
Number of special characters .068 .063 8
Presence of login/password form .055 .051 9
Other remaining features (combined) .034 .039 -

Note. Importance values reflect each feature's average contribution to impurity or loss reduction across the
ensemble and sum to approximately 1.0 within each model column.

Discussion

RF showed the best overall classification performance, followed by GBoost, and then by SVM, while LR
performed slightly worse than the rest on each of the evaluation measures and was overall worst. This result is
similar to the rest of the phishing-detection literature reviewed, which showed that the performance of the
machine learning methods was comparable, with RF and GBoost outperforming most of the other methods.
This finding is very close to Rao and Pais (2019) who found that the Random Forest algorithm had the highest
accuracy for a feature-based phishing dataset, which also consisted of a small number of features, and
Sahingoz et al. (2019) who reported that ensemble and tree-based classifiers performed better than simpler
linear classifiers on a URL-based phishing classification dataset. The relatively high performance of the
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ensemble methods is likely due to their ability to model non-linear interactions between the different features
used to represent the URL and the webpage, such as the interaction between the HTTPS status and the domain
age, which is structurally less possible to be captured by a linear method like Logistic Regression.

The low false-positive rates obtained for Random Forest and Gradient Boosting are also of particular practical
significance because a high false-positive rate - where valid Web sites are incorrectly identified as phishing -
directly hinders user trust in and usage of an anti-phishing system, regardless of that system's accuracy. This
discovery supports the deployable phishing-detection system rationale presented by Jain and Gupta (2019) and
Rao, Vaishnavi, and Pais (2020), both of which argued that an effective phishing-detection system should not
just aim to maximize accuracy but also minimize its false-positive rate.

The feature-importance results were consistent with the work of Mohammad, Thabtah, and McCluskey (2014),
who identified key host- and URL-based characteristics in their original feature-engineering study as key
discriminators between legitimate and phishing web sites, and also with other recent feature-selection studies
(Zhu et al., 2019; Chiew et al., 2019), which found that a relatively small number of highly discriminative
features were sufficient for high detection accuracy. Considering the practical reality of the current results, the
higher weight of the HTTPS status as the single most influential feature is intuitive: Legitimate organizations
overwhelmingly have valid HTTPS certificates installed on their websites, whereas the lesser known and more
easily obtained certificate types are more common on the websites of short-lived phishing attacks, in
particular newly registered domains; likewise, the high weight of the domain age feature is intuitive because
of the fact that phishing domains are typically newly registered for the purpose of the phishing attack, while
domains of legitimate organizations are generally registered and actively maintained for a much longer period
of time. These findings lend further support to the general finding, also reported by Basit et al. (2021), that
well-designed and interpretable feature sets, coupled with ensemble machine-learning classifiers, are effective
and efficient in phishing-website detection and are well suited to real-time deployment environments where
interpretability and latency are desired along with detection accuracy.

Conclusion and Recommendations

This study adopted a supervised machine-learning approach which uses a mixture of URL features and page-
structural features, which were extracted from a balanced set of 10,000 legitimate and phishing website
records. The Logistic Regression, Random Forest, Gradient Boosting and Support Vector Machine were trained
and evaluated with respect to accuracy, precision, recall, F1 score, ROC-AUC score and false positive rate and
the best overall performance was obtained by the Random Forest and Gradient Boosting algorithms with the
lowest false positive rate among the four algorithms evaluated. Feature-importance analysis (FIA) was used to
identify the top five most influential phishing status features from the URL and webpage, which is a relatively
small number of interpretable features that can be used for high accuracy phishing detection.

Based on this research, there are several recommendations to offer to organizations and developers developing
anti-phishing detection systems. First, because of the good performance of ensemble tree-based methods
observed here, and in the reviewed literature, the use of the main classification algorithm Random Forest or
Gradient Boosting should be considered as the main classification algorithm in any operational phishing-
detection system, especially in the context of a few false positives being a practical deployment requirement.
Second, the feature importance figures suggest that a compact set of features (namely HTTPS status, domain
age, IP-address presence, URL length and form-action destination) is worth extracting and monitoring for real-
time or resource-constrained detection systems, rather than extract the full, more costly feature set as a
standard part of the product. Third, false positives have a practical and usability cost in the real world and it is
important to set the threshold for classification so that the anti-phishing system achieves a compromise
between detection sensitivity and an acceptably low false-positive rate for the deployment environment, rather
than being optimized solely for detection rate. This work should be followed by further research on model
performance in the future that includes direct comparison to deep-learning models trained on raw URL or
HTML input; experiments with newer and larger phishing databases that incorporate the evolving techniques
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used by phishing attackers, and testing of the robustness of models to adversarial URL-perturbation attacks
designed to defeat phishing classifiers.
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